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Supervised Learning
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Unsupervised learning

● Exploring patterns in 
data

● No “correct” response
● PCA, clustering



Genomics Data: Supervised Learning for High-Dimensional Data - M2 PHDS 26/27 - Arthur Hughes 4

Unsupervised learning

● Exploring patterns in 
data

● No “correct” response
● PCA, clustering

Supervised learning

● Learn the relationship 
between predictors and 
a response

● Linear regression, 
random forest,...
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Problem setup
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Terminology in supervised learning
● Observations/Samples/Individuals : set of input 

samples 

● Predictors/variables : set of input variables used to 

predict, X

● Response/outcome : variable to be predicted, y

● Training set : data used to learn the model 

parameters

● Testing set : data used to evaluate the model’s 

performance

● Loss : measure of how wrong a model’s predictors 

were

● Bias : systematic error in predicting true relationship

● Variance : model dependency on training data
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● Observations: set of input samples 

● Response: variable to be predicted, Y

● Predictors: explanatory variables, X

● Training set: data used to learn the model 

parameters

● Testing set: data used to evaluate the 

model’s performance
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Terminology for model evaluation

● Loss function : model performance metric (e.g. 

root mean squared error, R²)

● Bias : systematic error in predicting true 

relationship

● Variance : model dependency on training data
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Underfitting = low variance, high bias

Overfitting = high variance, low bias
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Bias-Variance trade-off
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How to evaluate true model performance?
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● Naïve approach : train/test 

split

● Wasteful : Reduce the size 

of the training set 

● Variable : results will depend 

on the random data split
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K-fold cross-validation
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K-fold cross-validation
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K-fold cross-validation
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K-fold cross-validation
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K-fold cross-validation
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Introduction summary

● Supervised learning seeks to learn the relationships between a response 

Y and predictors X using a statistical model

● Model error can be described in terms of bias and variance
○ Bias is the systematic error in prediction

○ Variance is the model’s sensitivity to the particular set of training samples

○ A good model is neither underfit (high bias) or overfit (high variance)

● K-fold cross validation is an efficient way to estimate the test error (model 

performance in unseen data)
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Supervised learning models for 
high-dimensional data
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Which model should we choose?
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Which model should we choose?

● Task
○ Classification: prediction of categorical response (e.g. healthy versus diseased, high-versus 

low treatment responder)
○ Regression: prediction of continuous response (e.g. antibody levels after vaccination, age of 

death after disease onset)

● Hypotheses about the data
● Model interpretability

○ Trade-off between complexity and interpretability

● High-dim data has special problems
○ overfitting, multicollinearity, signal sparsity, computational burden…

25



Genomics Data: Supervised Learning for High-Dimensional Data - M2 PHDS 26/27 - Arthur Hughes

Linear regression
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Motivation : Linear regression 
Simple data simulation 

● response y
● two highly correlated predictors x1, x2
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Both x1 and x2 are predictive of y
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Regression of y on x1 and x2

Model : y = α0  + α1 * x1 + α2 * x2 

What is wrong here?
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Regression of y on x1 and x2

Model : y = α0  + α1 * x1 + α2 * x2 

What is wrong here?
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What happens in high-dimension

● 100 predictors, 30 

observations

● First 10 predictors 

multicollinear and 

correlated with true 

coefficients = 2

● Other 90 are noise
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Linear regression output

…
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Some problems with linear regression

● OLS estimates are not interpretable in multicollinear settings
○ Coefficients are nonsensical and standard errors are high

● In addition : OLS is not possible when n<p!
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Regularised methods
Ridge, lasso, elastic net regression
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Regression models minimise a loss function
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Regularised methods
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Regularised methods 
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What does this mean in practice?

● OLS based on 1 

predictor of Y
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What does this mean in practice?
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What does this mean in practice?

● Ridge regression shrinks 

the coefficient of X

● The line is less specific 

to the training data

40
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What happens in high-dimension

● 100 predictors, 30 

observations

● First 10 predictors 

multicollinear and 

correlated with true 

coefficients = 2

● Other 90 are noise
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Linear regression output

…
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Ridge regression, small penalty term
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Ridge regression, small penalty term

● Coefficients for first 10 

predictors are 

underestimated (penalised), 

but reasonable

44



Genomics Data: Supervised Learning for High-Dimensional Data - M2 PHDS 26/27 - Arthur Hughes

Ridge regression, large penalty term
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Ridge regression, large penalty term

● Coefficients even more penalised

● However, coefficients for the noise 

predictors are still non-zero

● In fact, the ridge penalty cannot 

shrink coefficients all the way to 

zero
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Lasso regression - regularisation and variable 
selection
● Lasso regression solves this problem by using a penalty which allows 

coefficients to be shrunk to exactly 0
● This allows uninformative features to be removed from the model and for 

informative features to be easier to interpret!
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Lasso regression - small penalty term
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Lasso regression - small penalty term

● Now, we only have non-zero 

coefficients for the first 10 

predictors

● The model is more sparse 

and interpretable 
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Lasso regression - large penalty term

50



Genomics Data: Supervised Learning for High-Dimensional Data - M2 PHDS 26/27 - Arthur Hughes

Lasso regression - large penalty term

● A slight problem : if 

predictors are 

multicollinear, lasso tends 

to select one and discards 

the rest

● This could lead to erroneous 

interpretations of which 

predictors are important
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Elastic Net regression - mix of lasso and ridge

● Elastic net regression solves this problem by combining the penalty terms of 
lasso and ridge
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Elastic Net regression - large penalty term
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Elastic Net regression - large penalty term

● Elastic net combines the properties 
of ridge and lasso

● Ridge : tends to shrink 
multicollinear predictors in 
proportion, but cannot select 
predictors

● Lasso :  can select predictors, but 
may discard important ones when 
multicollinear

● Elastic Net : Can select groups of 
multicollinear predictors
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Summary on regularised methods

Handles overfitting? Handles 
multicollinearity?

Variable selection?

Linear regression no Nonsensical estimates, 
large error 

no

Ridge regression Penalty term reduces 
dependency of model 
estimates on data

yes no

Lasso regression Penalty term reduces 
dependency of model 
estimates on data

Tendency to discard 
predictors in 
multicollinear groups

yes

Elastic net 
regression

Penalty term reduces 
dependency of model 
estimates on data

Selects groups of 
multicollinear predictors

yes
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How to choose the hyperparameters? Nested K-fold CV
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Latent Variable Methods
Principal Component Regression

57
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Latent variable approaches

● Latent  = hidden
● A latent variable cannot be observed but can be estimated from observable 

variables
● Example : socio-economic status

○ This variable cannot be directly measured but could be constructed from a combination of e.g. 
income, education level, occupation, housing quality
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Motivation : Linear regression 
Simple data simulation 

● response y
● two highly correlated predictors x1, x2
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Both x1 and x2 are predictive of y
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Linear regression fails with multicollinear predictors

61

Idea : transform the data to capture signal in a smaller number of 
uncorrelated variables 
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Principal Component Analysis reminder
● Principal Components are 

weighted combinations of the original 
variables

● In this example : 
○ PC1 = 0.67x + 0.74y 
○ PC2 = 0.74x - 0.67y

● The first PCs capture the majority of 
the variability in the data

● By construction, PCs are completely 
uncorrelated (orthogonality)
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Principal Component Regression

1. Transform the data with PCA

2. Reduce the dimension by discarding PCs which do not explain much of the 

variability in the data (scree plot)

3. Perform regression using reduced number of PCs instead of original 

predictors 
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Transformation of the data

● PC1 = 0.71*x1 + 0.71*x2 
● PC2 = 0.71*x1 - 0.71*x2
● cor(PC1, PC2) = 0
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PC1 is related to Y but PC2 is not
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Linear regression on principal components
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Model : y = α0  + α1 * PC1 + α2 * PC2
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● 100 predictors, 30 

observations

● First 10 predictors 

multicollinear and 

correlated with true 

coefficients = 2

● Other 90 are noise

PCR in high-dimension
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PCR in high-dimension : choosing the number of PCs

● First few PCs capture 

a lot of the variance

● We will keep 3 for the 

regression (elbow 

method)

68
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Examine the new predictors
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Linear regression output
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How can we interpret the results?
Look at the loading weights for the important PCs

These give the contributions of each variable to the PC

● As expected, the 10 truly associated 
predictors all contribute positively to PC1, 
the most predictive PC
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Maths of PC regression
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Maths of PC regression
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Maths of PC regression
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A couple of problems with PC regression

● Explaining the variability in the predictors does not guarantee 
explaining the variability in the response!

○ In this example, PC2 and PC3 were useless predictors

● Every predictor contributes a non-zero weight to every PC
○ i.e. the more useless predictors, the more we accumulate noise in the PCs
○ Perhaps this could be solved with regularisation on the loading weights?
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Latent Variable Methods
Partial Least Squares
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Idea of partial least squares

● PCA forms latent variables by linear combinations which best explain the 
variability in X

● PLS forms latent variables by linear combinations which best explain 
the variability in Y!

○ Like PCA, these latent variables are uncorrelated
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Partial Least Squares Regression

1. Transform the data into latent variables (LVs) capturing the covariability 

between the predictors and response

2. Reduce the dimension by discarding LVs which do not explain much of the 

co-variability in the data (scree plot)

3. Perform regression using reduced number of LVs instead of original 

predictors 
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Low dimensional example
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Low-dimensional example

● We combine the original predictors 
into a latent variable which has more 
correlation with Y than any of the 
original predictors alone
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High-dimensional example - tuning number of LVs to 
keep
● CV error is pretty 

stable after 4 but we 
prefer smaller models 
(parsimony)

● We can therefore 
perform linear 
regression using the 4 
first latent variables
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High-dimensional example - linear regression output

● All 4 LVs are associated 
with Y, with decreasing 
strength
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Interpretation of LV1

● Similar with PC regression, we 
can interpret the loading 
weights of the important LVs

● LV1 is dominated by the truly 
important variables X1,...,X10
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Interpretation of LV2

● LV2 is correlated with Y, but it is 
formed of variables which are just 
noise…
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Maths of PLS regression
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Maths of PLS regression

86



Genomics Data: Supervised Learning for High-Dimensional Data - M2 PHDS 26/27 - Arthur Hughes

Maths of PLS regression
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Problems with PLS

● Every predictor still contributes a non-zero weight to every LV
○ This is likely to reduce predictive accuracy as we accumulate noise

● High potential for overfitting
○ The more predictors available, the more likely we are to find some combination of noise which 

produces a predictive latent variable
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Latent Variable + Regularisation
Sparse Partial Least Squares
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Idea of sparse partial least squares

● Latent variable methods like PCr and PLSr deal well with multicollinearity but 
still suffer in the high-dimensional setting

○ Overfitting, noise accumulation, interpretation…

● Idea : combine partial least squares with lasso regularisation to construct 
sparse latent variables

90

sPLS = PLS + LASSO



Genomics Data: Supervised Learning for High-Dimensional Data - M2 PHDS 26/27 - Arthur Hughes

Sparse Partial Least Squares Regression

1. Transform the data into sparse latent variables (LVs) capturing the 

covariability between the predictors and response, where only a few of the 

predictors contribute to each LV

2. Reduce the dimension by discarding LVs which do not explain much of the 

co-variability in the data (scree plot)

3. Perform regression using reduced number of LVs instead of original 

predictors 
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● 100 predictors, 30 

observations

● First 10 predictors 

multicollinear and 

correlated with true 

coefficients = 2

● Other 90 are noise

sPLS in high-dimension
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High-dimensional example - tuning
● In MixOmics package - 2 

hyperparameters to tune for 

sPLS
○ Number of components to keep 

○ Number of variables to keep on 

each component (equivalent to 

tuning sparsity parameter)

● This plot says 1 component 

with 10 features is optimal
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Look at LV1
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The 10 truly important 

variables were 

selected for LV1, no 

others were selected



Genomics Data: Supervised Learning for High-Dimensional Data - M2 PHDS 26/27 - Arthur Hughes

Maths of sPLS
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Take-Home messages
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Regularisation? Sparsity/variable 
selection?

Handles 
Multicollinearity?

Predictive power?

Linear regression no no Fails in multicollinear 
settings

Bad

Ridge regression Yes, L2 penalty No Yes Good

Lasso regression Yes, L1 penalty Yes Tendency to discard 
predictors in multicollinear 
groups

Slightly worse than ridge

Elastic net regression Yes, L1 + L2 penalty Yes Yes, selects groups of 
multicollinear predictors

Good

Principal component 
regression

No No Yes PCs are not necessarily 
predictive

Partial least squares No No Yes Good but can accumulate 
noise in predictors

Sparse partial least 
squares

Yes, L1 penalty Yes Yes Good
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Conclusion

● Curse of high-dimensionality makes predictive modelling difficult, 

specialist methods are required
○ Main problems : large amount of irrelevant predictors, multicollinearity, overfitting

● Regularisation approaches 
○ Mitigate overfitting by reducing the impact of the training data on the parameter estimates

○ Allow for variable selection

● Latent variable approaches allow to 
○ Find parsimonious “hidden” signals in the data

● LV + regularisation approaches are powerful (sPLS)
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Practical work

We are going to analyse a public dataset containing transcriptomic samples from 
participants vaccinated with seasonal influenza vaccine. The goal will be to predict 
the vaccine-induced immune response (antibodies) using the earlier gene 
expression response.

Complete the R markdown file

PHDS_omics_supervisedlearning_2026_questions.Rmd
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